
A column generation procedure for gang-rip saw arbor design 
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We present a mathematical model for scheduling a computer assisted gang-rip saw 
system. Such systems are typically used within the furniture manufacturing industry 
for processing (ripping) lumber. This model uses the concept of column generation 
of linear programming to design appropriate saw arbors, and to select a set of arbors 
with their corresponding run time, in order to process a given stream of incoming 
lumber according to a demand schedule for finished cut widths. Result!; of a limited 
computational experiment with this model are discussed. 

1. Problem description 
The 'gang-rip' method of cutting lumber refers to a process in which boards are cut 

parallel to the grain (along the length) in various specified widths, providing stock which 
may then be cut to desired lengths. This is in contrast with other methods where cuts 
are made to desired lengths first (across the grain) and then cut to the needed widths. 

A commercial saw has been developed to help optimize gang-rip cutting. Blades 
are fixed at selected positions along the rotating shaft of the saw in order to obtain the 
desired finished widths (cut widths). Incoming boards (lumber) of varying width (but 
more or less standard length) are fed lengthwise into the saw: see Fig. 1. The position 
(setting) of the blades on the saw shaft may be altered to accommodate different cut 
widths, but this requires shutting the saw down and repositioning the blades manually. 

The width of each incoming board is sized by the operator as it is put on to the 
conveyor feeding into the saw. This is accomplished by fixing two high-intensity light 
beams on the opposing edges of the board. The region between the two beams is the 
portion that the operator judges to be usable stock (light beams are fixed as close to 
the edges as possible without cutting through the rough parts). 

The saw is 'smart' in the sense that once the usable width of an uncut board is 
registered, it will move the board (parallel to the saw shaft) to the block of contiguous 
cutting channels which will produce the most valuable yield of finished cuts. By default, 
the value (or weight) of a finished cut is the same as its width. However, the saw 
possesses the added capability of allowing the operator to assign other weights to the 
finished cut widths, as appropriate. (Since all cuts from a given board will be identical 
in length, i t  is only the width of a cut that determines its relative value.) 

A given cutting job may involve running the saw under several different settings 
of the blades, with a distinct set of cut width weights assigned to each setting. 
Throughout this article we refer to each setting of the blades along the saw shaft (or 
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Figure I. Gang-rip cutting method. 

Finished width Required 
(inches) board feet 

Table I. A hypothetical demand schedule. 

equivalently to the resulting pattern of cutting channels), plus the associated cut width 
weights, as an arbor. Although for a given set of desired cut widths and a given shaft 
size the total number of distinct blade settings is finite, the fact that the associated cut 
width weights are real-valued numbers implies that the total number of distinct arbors 
is uncountably infinite. 

The input (data) to a given cutting problem consists of ( I )  a demand schedule for 
the finished widths and (2) an inventory of available uncut stock. There are two units 
of measure which are commonly used to express these quantities. A linearfoot is a unit 
of measure which is concerned with length only; a board which is ten feet long measures 
ten linearfeer regardless of its width. A board foot, on the other hand, is a measure that 
refers to one square foot of lumber (of one inch thickness), and is thus sensitive to both 
length and width. (In fact 'board foot' is a measure of volume; however, since all cutting 
stock is assumed to be of the same thickness, we use the term 'board foot' to refer to 
one square foot of lumbar throughout the paper.) 

The demand schedule for a cutting job is typically specified in board feet. A 
hypothetical demand schedule, which consists of five distinct finished widths, is 
presented in Table I. The number of distinct finished widths in a cutting job is typically 
between five and ten. 
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T o  construct a mathematical model, we need to convert the demand schedule 
quantities from units of board feet to units of linear feet. Conversion between these two 
units of measure is readily accomplished using the following formula: units of linear 
feet =(units of board feet) X (l2lfinished width), observing that the finished width is 
specified in inches. 

The inventory of available cutting stock is measured in units of linear feet. Uncut 
lumber is delivered in lots containing many different rough widths (typically from 3" 
to 15"). A random sample of boards is drawn and the usable width of each board in the 
sample is determined to within some convenient fraction of an inch (usually 118" or 
1116). The quantity of each uncut width in the sample (in linear feet) is tabulated in 
the form of a frequency distribution. This distribution is then used as representative of 
the mix of widths among all incoming boards. (Indeed, sample measurement is usually 
done automatically during the normal operation of the machine. As such, the sample 
size is typically quite large, and the resulting frequency distribution is a good estimate 
of the true distribution of the incoming board widths.) A hypothetical distribution is 
presented in Table 2. 

During the cutting operation, uncut boards are pulled randomly from an incoming 
lot and fed into the saw; no presorting by width is performed. There, the probability 
distribution of the width of an incoming board may be estimated based on the empirical 
frequency distribution derived from the sample tabulation described above. 

The amount of waste produced over the course of a cutting job is the final key 
component of the problem. Waste is produced as a result of ( I )  sawdust loss, and (2) 
strips cut at the edges of an incoming board which do not satisfy any cut width in the 
demand schedule (edge strips). The width of the sawdust loss associated with each saw 
cut is equivalent to the width of the saw blade (typically 118 or 3116). We assume that 
the number of saw cuts along the length of an incoming board is one more than the 
number of finished strips obtained. This is consistent with common industry practice 
which requires that at least a full saw blade width be cut from each edge of an incoming 
board. The width of the edge strips (if any) would be added to the sawdust loss to obtain 
the width of the 'waste' generated. 

Faced with a situation as described above, we now define the Gang-Rip Saw Arbor 
Design and Scheduling Problem (GRSADSP) as follows: For a given frequency 
distribution of incoming boards (raw material) and given a set of desired cut widths and 
their respective quantities (demand schedule), find a set of (one or more) arbors (i.e. 
blade settings and their associated cut width weights) and the corresponding quantity 

Board width Linear feet 
(inches) in sample 

Table 2. An uncut stock sample. 
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of incoming lumber (in linear feet) to run through each arbor, such that the demand is 
met while the total waste is minimized. 

Aside from the primary objective of minimizing waste, we can also identify two 
other objectives in the context of the GRSADSP. First, it is desirable (but not required) 
that the quantity of each finished width produced does not significantly exceed its 
corresponding demand (5%-10% overproduction in any cut width is considered 
acceptable). Second, it is generally preferable to use a smaller number of arbors during 
a cutting job rather than a larger number. As mentioned earlier, changing an arbor 
requires shutting down the saw operation (which implies a loss of five to ten minutes 
of operating time). Thus, using a smaller number of arbors results in a smaller amount 
of production time lost. 

2. Previous work 
In the context of current literature on cutting and packing, this problem can be 

categorized as a one-dimensional stock cutting problem (SCI). According to a recent 
analysis published in Dyckhoff and Finke (1992), SCI is one of the most frequently 
referenced problems in the open literature on cutting and packing problems. See 
Gilmore and Gomory (1961, 1963), Atkins et al. (1984). Eng and Daellenbach (1985). 
Roodman (1986). Sumichrast (1986), Farley (1988). and Ferreira et a / .  (1990), for 
several variations of SC I .  

The problem we study here, however, has the distinguishing feature of 'arbor 
design' associated with it. Each incoming board width is cut according to the best cutting 
pattern for that width which is available on the arbor as a contiguous block of cutting 
chnnnels. Thus, the main challenge is to design a set of one or more arbors, with their 
corresponding run time, so that each incoming board is cut in an efficient manner within 
the context of meeting the demand and minimizing the total waste. It is the 
combinatorial nature of arbor design (i.e. arrangement of cutting channels across the 
length of the saw shaft and the corresponding cut width weights) that distinguishes this 
problem from other SCI problems. We are not aware of any article in the open literature 
that addresses this problem. 

3. A mathematical programming model 
In this section we develop a mathematical programming model for the GRSADSP. 

The following notation is used to characterize the incoming boards (uncut lumber) and 
the demand schedule for an instance of the problem: 

Number of distinct incoming board widths. 
The kth distinct incoming board width (inches), for k = 1 to K. 
Linear feet of incoming boards of width Bk in the random sample, for k = I 
to K. 
Total length (linear feet) of all incoming boards in the random sample 

Probability that the width of the incoming board with is fed into the saw (at 
a randomly selected instant) is Bk, for k = 1 to K. (Estimated by LdL.) 
Number of distinct finished widths (cut widths) in the demand schedule. 
The ith distinct finished width (inches), for i = 1 to M. 
Required linear feet of finished width wi, for i = 1 to M. 
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The following notation pertains to the arbors: 

SZ The set of all possible arbors (blade settings plus the weights associated with 
the finished widths). This is an uncountable set as established in !i 1. 

Auk Linear feet of finished width wi cut by arbor j from one linear foot of the 
incoming board width Bk, for i = 1 to M, arbor j E 0, and k = 1 to K. 
In other words, this is the number of strips of width w; cut from an incoming 
board of width Bk by arbor j. 
To determine A+, the operation of the saw is simulated by scanning across 
arbor j to find each block of contiguous cutting positions that has a total width 
(including the width of the blades at the two ends of the block) that is no greater 
than Bk. From among all such blocks of contiguous positions the one with the 
highest combined value of its corresponding cuts widths (channel widths) is 
selected, and the corresponding number of strips of width w; is identified. We 
refer to the subroutine that performs this simulation tasks as 'routine CUT'. 

av Expected linear feet of finished width wi cut by arbor j from one linear foot 
of incoming lumber. It follows that 

K 

aij = 2 pk~,,k. 
k =  l 

k Widths (inches) of the waste (sawdust loss plus the edge strips) produced when 
arbor j cuts the incoming board width Bk. Clearly 

M 

Tk = Bk - C w;Ajjk. 
i =  1 

dj Expected board feet of waste produced by arbor j from one linear foot of 
incoming lumber. Notice that 

K 

d j=  2 pk7;J12. 
k =  l 

The unit of 'board feet' is chosen in this case since it provides a realistic 
measure of total waste (to be minimized). 

We now define the decision variables as 

x, Linear feet of incoming lumber cut by arbor j, for all j E o. 

Since the speed of the conveyor belt which cames the incoming boards through the saw 
blades is constant and considering the fact that there is an almost continuous stream of 
incoming boards while the saw is operating (the conveyor rarely runs empty), the 
variable xj is also referred to as the 'running time' for arbor j. 

The GRSADSP can now be stated as the linear programming problem 

minimize 

subject to 

for i = I-M 

for all arbor j E SZ 
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The objective of this model is to minimize the expected total waste, subject to the 
restriction that the expected production (linear feet) of each finished width is at least 
as much as the corresponding demand. We refer to this model as the Master Linear 
Programming model or simply MLP. 

Alternatively one may choose to minimize the total lumber used 

i.e, minimize 
arborj E R 

Typically, this results in less overproduction (if any), although the resulting board feet 
of waste can be somewhat higher. Furthermore, with this objective function, the total 
number of arbors employed in the optimal solution (i.e. number of positive xis)  tends 
to be larger (due to the smaller number of surplus variables in the optimal basis). 

These choices of objective function are common to most stock cutting problems. 
See Farley (1988) for further discussion on this topic. In the remainder of this article 
we focus on the objective of minimizing the expected waste as stated in MLP. However, 
the concepts that we discuss (with minor modifications) are equally applicable if we 
choose to minimize the total lumber used. 

4. Analysis of the model 
As stated earlier the number of arbors in Q, and thus the number of columns in MLP, 

is uncountably infinite. It can be argued, however, that the total number of distinct 
columns in this model is indeed finite. This follows from the fact that for each 
(nontrivial) instance of the problem: (1)  the total number of distinct blade settings is 
finite; (2) for each blade setting, regardless of the cut width weights, there is only a finite 
number of possible ways in which an incoming board width Bk can be cut; and (3) there 
is only a finite number of distinct incoming board widths (K). 

In this context, we say that two arbors are equivalent to each other if they result in 
identical columns in MLP, and distinct from each other if their corresponding columns 
in MLP are not identical. It follows that the total number of distinct arbors is also finite. 

Let m denote the (finite) set of all distinct columns in MLP (equivalently fi 
represents the set of all distinct arbors), and let J be its corresponding index set. MLP 
can now be written as the following (finite) model which we refer to as MLP'. 

minimize 

(MLP') 

subject to 

C 0.. . > ,. ~TJ - 1 for i = I to M 
j e J  

x, 2 0 for all j E J 

Let y; represent the surplus variable corresponding to the ith constraint in MLP'. 
Even though the number of columns (i.e. distinct arbors) in MLP' is finite, it follows 

from the above discussion that it can be an extremely large number. Therefore, explicit 
generation of all distinct arbors prior to solving MLP' is not a practical approach. Thus, 
we resort to the column generation method. 

The concept of column generation in linear programming was first proposed by 
Gilmore and Gomory (1961, 1963) in the context of the stock cutting problem. Later 
this concept was used by other authors to solve a variety of cutting and packing 
problems. See Haessler (1975, 1978), Beasley (1985). and Farley (1988, 1990) for 
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This heuristic procedure consists of two phases. In the first phase we identify the 
properties of an ideal arbor with respect to the current dual solution vector ri, i.e. the 
best pattern by which each incoming board width Bp should be cut to minimize d,. The 
patterns of cutting so identified, however, might not all be simultaneously realizable 
on the saw shaft which has a respecified length (typically 18" or 24"). Therefore, the 
value of d, corresponding to the ideal arbor provides a lower bound on the value of 4.. 
We refer to this lower bound as LB(d). Naturally if LB(d) 0, it follows that 4.3  0; 
thus the present BFS is optimal for MLP' and the simplex algorithm terminates. 
Otherwise, we start the second phase. 

In the second phase we use a partial enumeration scheme to construct an arbor j' 
which closely resembles the ideal arbor. The value of 4. is then taken to be the lowest 
'attainable' value of 4 with respect to the current dual solution vector r0, and used in 
the context of the simplex algorithm (in place of j*) as discussed earlier. 

5.1. Properties of an ideal arbor 
T o  identify the properties of an ideal arbor we obtain an expression for d, in terms 

of the arbor characteristics Aijk. Substituting for a~ and d, (as defined in Q 2) in the 
expression ford,  (in the statement of AP), and rearranging the terms, we have 

where 

and 

The following equivalent form of the auxiliary problem (AP) is thus obtained: 

K M 

Find arbor j *  to maximize ( lpk [z  Vi~jjk] : j E J] (ModAP) 
;= 1 

We refer to this problem as the modified auxiliary problem (ModAP). Notice that we 
have dropped the constant C from the objective function as it does not influence the 
choice of the optimal solution, i.e. optimal arbor j*. Expressing the objective function 
in maximization form, as opposed to the minimization form in AP, is only for notational 
convenience. 

We observe that in this optimization model the feasible domain is ostensibly the 
set of all distinct arbors (as indexed by the set J), while the objective function is written 
in terms of the coefficients A Q ~  (i.e. the number of strips of width w;cut from an incoming 
board width BI. by arbor j). The problem of finding j* has thus been converted to one 
of finding the optimal cuffingproperries for such an arbor as opposed to finding the arbor 
per se. 

We now relax the condition that such an arbor must actually exist (i.e. belong to 
the set J ) ,  and obtain the cutting properties of an ideal arbor which maximize the 
objective function in ModAP. Let Ai.k denote the number of strips of width wi cut from 
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an incoming board width Bk by an ideal arbour. Clearly A;.k must satisfy the following 
restrictions 

M 

for all k =  1 to K 
A ; . ~ E  0 , 1 , 2  ,..., - ( G~31 a n d i = l t o M  

where s denotes the width of the saw blade, andLcrl represents the largest integer smaller 
than or eaual to a. The first restriction indicates that the total width of all usable strios 
(plus sawdust loss) cut from an incoming board width of all usable strips (plus sawdust 
loss) cut from an incoming board width Bk must not exceed Bk: and the second restriction - 
simply states that the number of strips of finished width w; cut from an incoming 
boardwidth Bk must be a nonnegative integer no greater than the maximum number of 
such strips that could physically be cut from Bk. 

The problem of finding an ideal arbor can now be stated as follows: Find A;.k to 

Maximize 

subject to 

(IAGP) 

'.. 
2 A;.k(w; + s)  5 Bk - s for all k  = I to K 
;= l 

for all k  = I to K 

Furthermore, in an ideal arbor, the weight associated with the finished width w; is set 
equal to V;, for all i = I to M. We refer to this model as the Ideal Arbor Generation 
Problem (IAGP) with respect to the current dual solution vector R. Notably, in this 
model no provision is made to ensure that an arbor with cutting properties A;.,, actually 
exists within the restrictions of a specified saw shaft length. Discussion of whether or 
not these cutting properties can indeed be simultaneously realized within the length of 
the saw shaft is postponed until the second phase. 

It can be observed that IAGP decomposes into K smaller subproblems. The kth 
subproblem (for k  = I-K) can be written as 

Maximize 
M x vA,.k (kth knapsack problem) 

;= 1 

subject to 

which is the well-known knapsack problem. Notice that the M decision variables in the 
kth subproblem (i.e. A;+ for i = l to M) do not appear in any of the other K-l 
subproblems; thus each subproblem can be solved independently. The collection of 
optimal solutions for these knapsack problems constitutes an optimal solution for IAGP. 
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Figure 2. Pattern of channel widths that, if embedded in an arbor, would realize the optimal 
solution A:,,. 

Several algorithms are proposed for solving the knapsack problem. For a 
comprehensive discussion of this topic see Martello and Toth (1990). In our software 
we employed a standard dynamic programming approach as discussed in Winston 
(1991). Let A:.,, through A;.,, represent an optimal solution for the kth knapsack 
problem, for k = I to K. 

I t  is important at this point to recognize that an optimal solution to the kth knapsack 
problem in this group identifies the most desirable way in which an arbor could cut an 
incoming board width Bk. In order for an arbor to actually cut Bk according to this pattern 
(realize this optimal solution) it must have a block of contiguous cutting channels that 
has the same set of channel widths as in the optimal solution. An arbor that has this 
property is said to embed the kth optimal knapsack solution. 

For example, suppose that 

is an optimal solution for the 4th knapsack problem (corresponding to the incoming 
board width B4) in a problem with M = 5 finished widths. This solution indicates that 
the arbor should ideally cut two strips of finished width wl, one strip of wg, and one 
strip of w ~ ,  from an incoming board of width B4. An arbor will actually realize this 
knapsack solution if ( I )  the weight it attaches to the finished width wi is equal to Vi for 
all i, and (2) embedded somewhere within its pattern of cutting channels there is a 
contiguous block of channels whose widths match the optimal At4. This latter condition 
can be satisfied with the channel widths inside the embedded block appearing in any 
order. Figure 2 displays all possible patterns of channel widths that match the optimal 
At4. 

Any of these patterns of channel widths appearing anywhere within a given arbor 
realizes the optimal solution for the 4th knapsack problem. Assuming also that the 
weights used in the arbor are indeed the V; values used in formulating the knapsack 
problem, the arbor will cut the indicated strips. 

Note: In the case that the knapsack problem has multiple optimal solutions and that 
a pattern of contiguous channels corresponding to an alternate optimal solution also 
appears in the arbor, the saw might cut Bk according to this alternate pattern. Provisions 
must be introduced in this case to avoid inconsistency. 

5.2. Real arbors vs ideal arbors 
Once the optimal solutions for all K knapsack problems are obtained, the task of 

finding (constructing) a pattern of cutting channels (i.e., an arrangement of saw blades 
on the saw shaft) which simultaneously realizes these solutions must be initiated. If such 
a pattern exists, it clearly provides an optimal arbor j* for the auxiliary problem AP 
(with Vi as the weight for the ith finished width w; finished width wi, for i = 1 to M). 
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If, on the other hand, such a pattern does not exist, then ( A Z 4 )  can be used to obtain 
a lower bound for the optimal objective function value of AP, as stated earlier. 

The problem of verifying whether or not within the limitation of a given saw shaft 
length such a pattern of cutting channels can actually exist seems to be a difficult 
problem. Total enumeration of all possible patterns is an obvious approach, but its 
computational requirements are excessive. For a relatively small instance of the 
problem (with M = 5 and a saw shaft length of 24") we attempted this approach on a 
microcomputer (lBM PS2Model30). After letting it run for almost 12 hours we aborted 
the program prior to its completion. Since in the context of the column generation 
method this problem needs to be solved repeatedly (once for each new column), we do 
not consider total enumeration to be a computationally viable approach. 

The information provided by the optimal knapsack solutions, however, can be used 
in a constructive manner to determine 'relatively good patterns', as described below. 

Let j' represent an arbor whose pattern of cutting channels realizes a significant 
subset of these solutions. Let l o  represent a proper subset of IK = [ 1.2,. . . , K ]  such that 
k E I0 if and only if arbor j' realizes the optimal solution AZk for the kth knapsack 
problem. From equation (I) ,  and considering the fact that P k  > 0, Vi 2 0 and Ack 2 0 for 
all i , j ,  and k, it follows that 4, < 0 if 

This observation directly points to a strategy for constructing arborj'. The first step 
is to assign the present value of Vi as the weight for the finished width wi, for i = I to 
M. The second step is to embed into the arbor some subset (lo) of the optimal knapsack 
solutions, with the objective of satisfying the above inequality. If we succeed in 
constructing such an arbor j', the corresponding variable xj  can be selected as the 
entering variable in the context of the simplex algorithm (since its corresponding 
reduced cost 4, is negative). 

Even if we do not succeed in embedding a sufficiently large subset of the optimal 
knapsack solutions in the arbor so as to satisfy (2), this arbor might still have a negative 
reduced cost. This is due to the fact that even if the optimal solution for a particular 
knapsack problem, say the qth knapsack problem, is not embedded in the arbor. this 
arbor still cuts the incoming board with B, in sonie fashion Ag, (A,,,, for i =: 1 to M, 
can be obtained using the simulation routine CUT). It follows that for a given arbor j' 
with the corresponding set 10 as defined above, 4, < 0 if 

where I, = I&. 
The left-hand-side of this inequality is clearly larger than the left-hand-side of 

inequality (2). Thus, even if arborj' does not satisfy inequality (2) i t  might still be good 
enough to satisfy this inequality. 

Constructing arbor j' by embedding the optimal knapsack solutions and the 
subsequent method of evaluating this arbor, as discussed above, lead to a partial 
enumeration scheme for constructing 'good' arbors. We describe this enumeration 
scheme in the next section, as Phase 2 of the heuristic procedure. 
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5 .3 .  A parrial enumeration scheme 
The partial enumeration scheme we propose in this section constructs arbors that 

tend to embed a large number of the optimal knapsack solutions (with respect to a given 
dual solution vector 77). As soon as an arbor is constructed it isevaluated using inequality 
(3) to decide whether or not its corresponding column is a potentially entering column 
(eligible column) in the context of the simplex algorithm (i.e. whether or not its reduced 
cost is negative). If so, the partial enumeration scheme is suspended and the simplex 
algorithm is resumed. Otherwise the partial enumeration scheme is continued and a new 
arbor is constructed. If all arbors so constructed fail to satisfy inequality (3). we 
conclude that the current basic vectorx~results in the best attainable' solution for MLP' 
(within this enumeration scheme) and terminate the entire algorithm. The manner in 
which we construct an arbor is based on the developments in the preceding section, and 
we attempt to construct only those arbors that tend to embed a large number of the 
optimal knapsack solutions A Z ~  within their cutting channels. 

A precise notation to characterize an arbor is required at this time. Let WTi represent 
the weight assigned to the finished width wi, for i = I to M. Also let NC represent the 
total number of cutting channels on the arbor, and let [CP, ,  CP2, ... , C P N ~ ]  be the 
sequence of channel widths appearing on the arbor from left to right; CP, = i implies 
that the Ith cutting channel from the left of the arbor has width wi. Since the exposition 
in this section will only deal with a single arbor, an additional subscript to identify the 
specific arbor is not needed. 

Determination of the weights WT, (with respect to the current dual solution vector 
if) for the new arbor is described in the previous section. It will henceforth be assumed 
that for the arbor under construction WT; = Vi. For ease of presentation, despite the fact 
that formal specification of an arbor includes its weights as well as its channel widths, 
in the remainder of this section we sometimes use the term 'arbor' to merely refer to 
the sequence of channel widths [ CP,). Since the weight assignments remain unchanged, 
this double use of the term 'arbor' should not cause any confusion and the meaning 
should be clear from the context. 

With the issue of weights resolved, the principal remaining task is to find a sequence 
of cutting channels that satisfy inequality (3) (or conclude that none exists). We do this 
by partially enumerating the set of all possible sequences. 

To highlight the nature and the complexity of the combinatorial problem involved 
in enumerating all sequences of cutting channels we make the following observation: 
A section of an arbor which realizes one of the optimal knapsack solutions (i.e.,  AT.^ 
through ~ 5 . k  for one value of k) may actually contribute to the realization of several 
such solutions. To illustrate, consider the hypothetical solutions presented below (say 
for the 7th and the 8th knapsack problems in a situation involving M = 5 finished 
widths): 

These two solutions call for contiguous blocks for four and three specific cutting 
channels, respectively, to appear in the arbor. But these blocks are allowed to overlap. 
The following block of contiguous channel widths realizes both of these solutions while 
using only five cutting channels: 
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Such overlaps are used extensively while seeking to embed many optimal knapsack 
solutions within a single arbor. In some instances, two optimal knapsack solutions might 
be identical (or one might be a subset of the other), in which case further economy can 
be attained in the use of the cutting positions. 

Before discussing the partial enumeration scheme, we define the term 'potential' 
for an optimal knapsack solution with respect to a given (partially constructed) arbor. 
Consider yet another hypothetical solution (say for the 9th knapsack problem): 

A f 9 = 0  A & = 2  A&,=I A & =  I 

This solution contains four 'objects' (two of type 2, one of type 3, and one of type 5). 
Suppose this solution is not embedded in a given (partially constructed) arbor. During 
the enumeration scheme, it will be of interest to know the maximum number of its 
'objects' that are embedded as a continuous block at the rightmost end of this arbor. 
For reasons which should become clear shortly, this number is referred to as the 
potential for this optimal knapsack solution with respect to the given (partially 
constructed) arbor. The potential for A &  is equal to 3 in the following partially 
constructed arbor: 

Iw,lwllw3lw4lwzlwslw21 

The potential is only of interest for those optimal knapsack solutions which are not 
already fully embedded in the (partially constructed) arbor. 

The enumeration scheme is designed to construct arbors that tend to embed a large 
number of optimal knapsack solution, while simultaneously avoiding a costly 
enumeration of all possible channel sequences {CP,)  for a given saw shaft length. It 
starts by placing a saw blade on the left edge of the saw shaft. This blade is initially 
referred to as the 'current blade'. The scheme then proceeds by placing more saw blades 
(one at a time) along the length of the shaft (progressively moving to the right). The 
term 'current blade' always refers to the blade that was most recently placed. The 
positions of the blades are selected so as to create blocks of cutting channels that match 
the optimal knapsack solutions. At each step, one more blade is placed on the shaft (to 
the right of the current blade) so that the resulting cutting channel width, along with 
all previous created channel widths to its left, either results in embedding at least one 
more optimal knapsack solution in the arbor, or increases the 'potential' for at least one 
of the optimal knapsack solutions which is not yet embedded in the arbor. If more than 
one channel width satisfies this condition, all such widths will be attempted (one at a 
time). 

At all times an array called G is maintained which contains the current sequence 
of cutting channels on the arbor. This array is updated as soon as a cutting channel is 
added to or deleted from the arbor. Two other arrays called lo and I, are also maintained 
and updated alongside the sequence G .  Array l o  contains the set of indices for the 
knapsack problems whose receptive optimal solutions are presently embedded in  G, and 
I, is the complement of I0 with respect to I K  as defined earlier. 

The process of placing saw blades continues until the length of the saw shaft is 
exhausted (until there is not enough room to the right of the current hlade to 
accommodateeven the narrowest width among w;, plus a saw blade width). At this time 
the sequence G represents a complete arbor. This arbor is evaluated to see if it satisfies 
inequality (3). (Notice that for this evaluation we need not execute the sinlulation 
routine CUT for those incoming board widths Bk such that k E 10; we only need to 
execute this routine for those Bk with k E I,.) If SO, the partial enumeration is tenninated 
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and the simplex algorithm is resumed as described earlier. Otherwise, the task of partial 
enumeration continues by backtracking and attempting other channel widths that also 
satisfy the conditions described above. This results in a different sequence G ,  which 
represents a different arbor. This arbor is now checked to see if it satisfies inequality 
(3), and so on. The process continues until either an arbor is constructed that satisfies 
inequality (3) or we run out of options. In the latter event, we terminate the entire 
algorithm with the conclusion that the current basic feasible solution represents the best 
attainable solution for MLP' using this heuristic approach. For a detailed presentation 
of this enumeration scheme see Fathi and Kegler (1992). 

We used this partial enumeration scheme in a prototype computer program that we 
developed for solving the GRSADSP. Against problems of typical size, the 
performance of this scheme, measured in real time, is quite satisfactory. Rough 
experimentation indicates that the number of arbors enumerated in this scheme is about 
one order of magnitude smaller than the number of arbors encountered in a total 
enumeration paradigm. Furthermore, the computational efforts required to evaluate the 
'goodness' of each arbor generated using this scheme (checking whether or not it 
satisfies inequality (3)) is significantly less than those required for evaluating an arbor 
which is generated via total enumeration. This is due to the fact that this scheme, to 
a great extent, avoids using the simulation routine CUT. T o  decide whether or not an 
arbor which is constructed using this scheme satisfies inequality (3) we need to execute 
the simulation routine CUT only for those board widths Bt whose corresponding 
optimal knapsack solutions are not embedded in the arbor (as depicted by the set I,). 
Under a total enumeration scheme no such advantage exists; thus not only are many 
more arbors generated, but each arbor is more costly to evaluate. 

6. Computational experience 
All necessary software for the algorithm is developed by the authors using the 

computing facilities at North Carolina State University. A user-friendly interface is also 
developed to allow the user to enter the data and observe the progress of the algorithm 
after each iteration. The software package is entitledGang-Rip Saw Arbor Design 
System, or GRADS for short. GRADS is available to the public, at a nominal cost, 
through the Furniture Manufacturing and Management Center at North Carolina 
University. For more information please write to the authors at the correspondence 
address given at the head of this paper. 

We have solved numerous instances of the GRSADSP using this software package, 
and obtained excellent results. In each instance, the entire elapsed time was between 
IS and 30 minutes, with 'good' solutions appearing within the first few minutes. The 
percentage of waste produced at each instance was always within two points of a 
theoretical lower bound for that instance, and in most cases it was well within one point 
of this bound. (A theoretical lower bound for each instance of the problem is obtained 
if we assume that each incoming width Bk is cut according to a pattern that minimizes 
the total waste produced for that particular Bk, regardless of the demand schedule and 
whether or not the cutting pattern is indeed available on the arbor.) 

The maximum number or arbors constructed h e .  number of columns of MLP' 
actually generated) never exceeded 50, and the elapsed time per arbor generation ranged 
from a fraction of a second for earlier iterations to about 2 to 3 minutes (for a problem 
with M = 6 and K = 50). In most instances, however, the user decided to terminate the 
program before its normal termination ('normal' termination occurs when the partial 
enumeration strategy is unable to find an arbor satisfying (3)). This was due to the fact 
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that the performance of the set of arbors obtained after the first several iterations was 
considered satisfactory by the user (as compared with the corresponding theoretical 
lower bound), and further potential improvement was not deemed worthwhile. 

As  of the time of this writing, unfortunately, we  d o  not possess detailed information 
to compare the field performance of GRADS with that o f  the manual (trial and error) 
approach, which is commonly used in practice. W e  are, however, aware of three 
companies that have already replaced their manual system with GRADS. All three 
companies indicate that by using GRADS they are able to design arbors with higher 
yields in a shorter time period. 

Acknowledgment 
W e  wish to express our  appreciation t o  the Furniture Manufacturing and 

Management Center at North Carolina State University for supporting this research. W e  
would like t o  thank M r  Sandy Mullin for introducing the problem to us, for many hours 
of conversation through which he helped us understand the problem better, and for 
providing us with actual data sets to test the algorithm. W e  also would like t o  thank 
the three anonymous referees. Their comments have helped us improve the pre:jentation 
of the material. 

References 
ATKINS, D. R., GRANOT, D., and RAGHAVENDRA, B. G., 1984, Application of Mathematical 

Programming to the Plywood Design and Manufacturing Problem. Managemenr Science, 
30, 1424-1441. 

BEASLEY, J .  E., 1985, An algorithm for the two-dimensional assortment problem. European 
Journal of Operational Research, 19 (2). 253-261. 

DYCKHOFF, H., and FINKE, U., 1992, Cutting and Packing in Production and Di:irribution 
(Heidelberg. Germany: Physica-Verlag). 

ENG, G., and DAELLENBACH, H. G., 1985, Forrest outtum optimization by Dantzig-Wolfe 
decomposition and dynamic programming column generation. Operations Research, 33, 
459-464. 

FARLEY, A. A,, 1988, Mathematical programming models for cutting stock problems in the 
clothing industry. Journal of Operarional Research Society, 39 ( I ) ,  41-53. 

FARLEY, A. A., 1990, The cutting stock problem in canvas industry, European Journal of 
Operational Research, 44, 247-255. 

FERREIRA,~.  S., NEVES, M. A.,and FONSECA ECASTRO, P., 1990, A two-phase roll cutting problem. 
European Journal of Operational Research, 44, 185-196. 

FATHI, Y., and KEGLER, S. R., 1992, Saw arbor generation and scheduling for computer-assisted 
gang-rip systems. Technical Report 264, Graduate Program in Operations Research, North 
Carolina State University, Raleigh, NC. 

GILMORE, P., and GOMORY, R., 1961, A linear programming approach to the cutting stock 
problem: Part I. Operations Research, 9, 849-859. 

GILMORE. P., and GOMORY, R., 1963, A linear programming approach to the cutting stock 
problem: Part 11. Operations Research, 23,483-493. 

HAESSLER, R. W.. 1975, Controlling pattern changes in one-dimensional cutting stock problems. 
Operatio~ls Research, 23, 483493.  

HAESSLER, R. W., 1978, A procedure for solving the 1.5-dimensional coil slitting problem. 
Transactions of the AIIE, 10 (I), 7C75.  

MARTELLO, S.. and TOTH, P., 1990. Knapsack Problems (New York: Wiley). 
MURTY, K. G., 1983, Linear Programming (New York: Wiley). 
ROODMAN, G. M., 1986, Near-optimal solutions to one-dimensional cutting stock problem. 

Computers and Operations Research, 13, 7 13-7 19. 
SUMICHRAST, R. T.. 1986, A new cutting-stock heuristic for scheduling production. Compurers 

and Operations Research, 13,403410.  
WINSTON. W. L.. 1991, Operations Research Applications and Algorithms (Boston, MA: 

PWS-Kent Publishing). 


